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X10 – Introduction

Funded by DARPA's High Productivity Computing Systems 
(HPCS) program
Developed by IBM at the Thomas J. Watson Research 
Center as part of the PERCS (Productive, Easy-to-us e, 
Reliable Computing System) project
X10 is an “extended subset” of the Java programming 
language, strongly resembling it in most aspects, b ut language, strongly resembling it in most aspects, b ut 
featuring additional support for arrays and concurr ency 
X10 extends the PGAS model with asynchrony (yielding 
the APGAS programming model)
Freely available from http://x10-lang.org
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An Overview of X10 2.0An Overview of X10 2.0

David Grove , Igor Peshansky, Vijay Saraswat
IBM Research

http://x10 -lang.org
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Based on material from previous X10 Tutorials by
Christoph von Praun, Vivek Sarkar, Nate Nystrom

This material is based upon work supported in part by the 
Defense Advanced Research Projects Agency under its Agreement No. HR0011-07-9-0002.

Please see x10-lang.org for the most up-to-date version of these slides and sample programs. 

http://x10 -lang.org

SC 2009 PGAS Languages Tutorial



Language goals

� Simple
� Start with a well-accepted 

programming model, build 
on strong technical 
foundations, add few core 
constructs

� Safe
�

� Scalable
� Support high-end 

computing with millions of 
concurrent tasks
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� Eliminate possibility of 
errors by design, and 
through static checking

� Powerful
� Permit easy expression of 

high-level idioms

� And permit expression of 
high-performance 
programs

� Universal
� Present one core 

programming model to 
abstract from the current 
plethora of architectures.
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X10 Concepts
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Storage classes:
� Activity-local
� Place-local
� Partitioned 

global
� Immutable
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X10 Constructs
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Fine grained concurrency

• async S

Atomicity

• atomic S

• when(c) S

Global data-structures

• points, regions, 
distributions, arrays

Place-shifting operations

• at (P) S

Ordering

• finish S

• clock

Two basic ideas: Places and Asynchrony



X10 Compilation

X10 Compiler Front End

X10 Source Front End
AST-based optimizations

AST- Lowering
X10 AST

X10 AST

C++ Backend Java Backend 
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Java Back EndC++ Back End

JavaC++

JVM

C++ Post-compiler javac

BytecodeExecutable

XRX C++ Natives XRX Java Natives

X10RT/PGAS

C++ Backend Java Backend 



Overview of Features
� Many sequential features of 

Java inherited unchanged
� Classes (w/ single 

inheritance)

� Interfaces, (w/ multiple 
inheritance)

� Instance and static fields

� Constructors, (static) 

� Substantial extensions to the 
type system
� Dependent types

� Generic types

� Function types

� Type definitions, inference

� Concurrency
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� Constructors, (static) 
initializers

� Overloaded, over-rideable 
methods

� Garbage collection

� Structs

� Closures

� Points, Regions, Distributions, 
Arrays

� Concurrency
� Fine-grained concurrency: 

� async (p,l) S
� Atomicity

� atomic (s)
� Ordering 

� L: finish S
� Data-dependent 

synchronization

� when (c) S



Points and Regions
� A point is an element of an n-

dimensional Cartesian space (n>=1) 
with integer-valued coordinates e.g., 
[5] , [1, 2], … 

� A point variable can hold values of 
different ranks e.g., 

� var p: Point = [1]; p = [2,3]; ...

� Regions are collections of points of 
the same dimension

� Rectangular regions have a simple 
representation, e.g. [1..10, 3..40]

� Rich algebra over regions is provided
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� Operations
� p1.rank 

� returns rank of point p1
� p1(i)

� returns element (i mod p1.rank) if
i < 0 or  i >= p1.rank

� p1 < p2, p1 <= p2, p1 > p2, p1 >= p2
� returns true iff p1 is 

lexicographically <, <=, >, or >= p2 
� only defined when p1.rank and 

p2.rank are equal



Distributions and Arrays

� Distributions specify mapping 
of points in a region to places
� E.g. Dist.makeBlock(R)

� E.g. Dist.makeUnique()

� Arrays are defined over a 
distribution and a base type
� A:Array[T]

� Array operations

� A.rank ::= # dimensions in 
array

� A.region ::= index region 
(domain) of array

� A.dist ::= distribution of array 
A
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� A:Array[T]

� A:Array[T](d)

� Arrays are created through 
initializers
� Array.make[T](d, init)

� Arrays are mutable 
(considering immutable arrays)

A

� A(p) ::= element at point p, 
where p belongs to A.region

� A(R) ::= restriction of array 
onto region R
� Useful for extracting 

subarrays



async

async S

� Creates a new child activity that 
executes statement S

� Returns immediately

� S may reference final variables 
in enclosing blocks

Stmt ::= async(p,l) Stmt

cf Cilk’s spawn

// Compute the Fibonacci
// sequence in parallel.
def run() {
if (r < 2) return; 
val f1 = new Fib(r-1), 

f2 = new Fib(r - 2);
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� Activities cannot be named

� Activity cannot be aborted or 
cancelled

f2 = new Fib(r - 2);
finish { 

async f1.run(); 
f2.run();

}
r = f1.r + f2.r;
}



// Compute the Fibonacci
// sequence in parallel.
def run() {
if (r < 2) return; 
val f1 = new Fib(r-1), 

f2 = new Fib(r - 2);

finish

L: finish S

� Execute S, but wait until all (transitively) 
spawned asyncs have terminated. 

Rooted exception model

� Trap all exceptions thrown by spawned 
activities. 

Stmt ::=  finish Stmt

cf Cilk’s sync
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f2 = new Fib(r - 2);
finish { 

async f1.run(); 
f2.run();

}
r = f1.r + f2.r;
}

activities. 

� Throw an (aggregate) exception if any 
spawned async terminates abruptly.

� implicit finish at main activity

finish is useful for expressing 
“synchronous” operations on 
(local or) remote data.



at

at(p) S

� Execute statement S at place p

� Current activity is blocked until S 
completes

Stmt ::= at(p) Stmt

// Copy field f from a to b
def copyRemoteFields(a, b) {
at (b.loc) b.f =

at (a.loc) a.f;
}
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// Increment field f of obj
def incField(obj, inc) {
at (obj.loc) obj.f += inc;
}

// Invoke method m on obj
def invoke(obj, arg) {
at (obj.loc) obj.m(arg);
}



atomic

atomic S

� Execute statement S atomically

� Atomic blocks are conceptually 
executed in a single step while other 
activities are suspended: isolation
and atomicity.

// target defined in lexically
// enclosing scope.
atomic def CAS(old:Object,

n:Object) {
if (target.equals(old)) {

target = n;

Stmt ::=  atomic Statement
MethodModifier ::=  atomic
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// push data onto concurrent 
// list-stack
val node = new Node(data);
atomic {
node.next = head;
head = node; 
}

� An atomic block body (S) ...
� must be nonblocking

� must not create concurrent 
activities (sequential)

� must not access remote data 
(local)

target = n;
return true;

}
return false;
}



when

when (E) S 

� Activity suspends until a state in
which the guard E is true. 

� In that state, S is executed atomically
and in isolation.

� Guard E is a boolean expression
� must be nonblocking

Stmt ::= WhenStmt
WhenStmt ::= when ( Expr ) Stmt

| WhenStmt  or (Expr) Stmt

class OneBuffer {
var datum:Object = null;
var filled:Boolean = false;
def send(v:Object) { 

when ( !filled ) {
datum = v;
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� must be nonblocking

� must not create concurrent 
activities (sequential)

� must not access remote data 
(local)

� must not have side-effects (const)

await (E)

� syntactic shortcut for when (E) ;

datum = v;
filled = true;

}
}
def receive():Object {

when ( filled ) {
val v = datum;
datum = null;
filled = false;
return v;

}
}
}



Clocks: Motivation

� Activity coordination using finish is accomplished by checking for activity 
termination

� But in many cases activities have a producer-consumer relationship and 
a “barrier”-like coordination is needed without waiting for activity 
termination
� The activities involved may be in the same place or in different places 

� Design clocks to offer determinate and deadlock-free coordination 
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� Design clocks to offer determinate and deadlock-free coordination 
between a dynamically varying number of activities.

Activity 0 Activity 1 Activity 2 . . .

Phase 0

Phase 1

. . .



Clocks: Main operations

var c = Clock.make();

� Allocate a clock, register current 
activity with it. Phase 0 of c
starts.

async(…) clocked (c 1,c2,…) S

c.resume();

� Nonblocking operation that 
signals completion of work by 
current activity for this phase of 
clock c

next;

18

ateach(…) clocked (c 1,c2,…) S

foreach(…) clocked (c 1,c2,…) S

� Create async activities registered 
on clocks c1, c2, …

� Barrier — suspend until all clocks 
that the current activity is 
registered with can advance. 
c.resume() is first performed for 
each such clock, if needed.

next can be viewed like a “finish” of
all computations under way in the
current phase of the clock



Fundamental X10 Property

� Programs written using async, finish, at, 
atomic, clock cannot deadlock

19

atomic, clock cannot deadlock

� Intuition: cannot be a cycle in waits-for graph



X10 – Parallel Hello World

cat HelloWorldPar.x10
import x10.io.Console;

class HelloWorldPar {
public static def main(args:Rail[String]):void {

finish ateach (p in Dist.makeUnique()) {
Console.OUT.println("Hello World from Place" + p);

}}
}

}
x10c HelloWorldPar.x10
x10 HelloWorldPar

Hello World from Place(1)
Hello World from Place(0)
Hello World from Place(2)
Hello World from Place(3)
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Personal Experiences – X10 1.7.5 – (1/4)

For starters, I only had 2 weeks work to afford.
Started as X10 novice (having significant albeit so mewhat 
rusty Java experience; attended the SC08 PGAS tutor ial).
X10 is an evolving standard. It started as a Java e xtension, 
however, it is diverging from Java.
The language report is a (very) formal description and does 
not contain much tutorial material. The X10 version  used 
was the so -called 1.7 language version. Most tutorials were was the so -called 1.7 language version. Most tutorials were 
still based on the 1.5 definition (more Java like).  
The language report contains some bugs, so you have  to 
fall back on some example programs or even the comp iler 
source. There is also a reference to the API docume ntation 
(I assume like the Java API documentation), however  this 
(online?) documentation is not available.
I did not manage to read input files (not in langua ge report, 
no API doc, spent some time on the X10 runtime sour ce).
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Personal Experiences – X10 1.7.5 – (2/4)

Since there is no native compiler, both compiler me ssages 
and runtime errors can originate from intermediate source 
files.
Compiler errors can be very obscure: when using the  Java 
compiler backend, the X10 code is transformed to Ja va 
code and very often a user programming error result s in 
Java compiler error messages on the intermediate fi le 
without having a direct clue on what is wrong in yo ur X10 without having a direct clue on what is wrong in yo ur X10 
code.
The C++ compiler backend and the Java compiler back end 
differ:

Formatted I/O differs (Java and C++ format strings)
An X10 program that compiled and ran successfully u sing 
the C++ backend was rejected by the Java backend. T he 
Java backend turned out to be right.

The compilation of our simple X10 classes takes 1 m inute, 
this hinders the development / debugging speed.
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Personal Experiences – X10 1.7.5 – (3/4)

The C++ backend on Linux allows for “multiple places ”, 
however, this does not (yet) work for Linux on Powe r.
Failed attempt (basically due to both lack of X10 
experience and lack of time) to use distributed arr ays (the 
actual PGAS paradigm). However, since X10 on the 
machine at hand was limited to a single node, there  was no 
need to use PGAS. need to use PGAS. 
Creating a block distribution is incorrectly descri bed in the 
Language Report. Clearly, this takes extra time to 
understand. 
At present no possibility to create user distributi ons. For 
the matrix multiply we most probably want to create  a 2 
dimensional blocking which is something that is not  yet 
available.
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Personal Experiences – X10 1.7.5 – (4/4)

Creating a block distributed array is more-or-less trivial. 
Using a single distributed array is also simple, Th e 
problem arises when using multiple distributed (or even 
using 1 distributed array where the other arrays ar e not 
distributed). At this point we encounter runtime er rors 
(“bad place exceptions”). Since these exceptions are 
thrown without much additional info, it is hard to find out 
what exactly is wrong. Most important problem here:  I was what exactly is wrong. Most important problem here:  I was 
running out of time.
Due to compiler bug could not extend the Base class  only 
overriding the mxm method.
The current X10 compiler does not support the ULong  type 
as described in the Language Report (probably becau se 
Java itself also does not have (native) unsigned in tegers). 
This is true for both the Java as well as the C++ c ompiler 
backend.
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Euroben port – mod2am

Setup
val a = Array.make[Double]([1..m,1..l], (p:Point) =>  p(1) as Double);
val b = Array.make[Double]([1..l,1..n], (p:Point) =>  1d/p(0));
val c = Array.make[Double]([1..m,1..n], (p:Point) =>  0d);

Base version
def mxm(a:Array[Double](2), b:Array[Double](2), 

c:Array[Double](2), l:Int) {
for (( i,j ):Point in c.region ) {for (( i,j ):Point in c.region ) {

c(i,j) = 0d;
for (var k:Int = 1; k <= l; k++) {

c(i,j) += a(i,k)*b(k,j);
}

}
}

Local Activities version
finish foreach ((i,j):Point in c.region) {
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mod2am results

The single node version more-or-less scales. (The J ava 
backend uses a thread pool with 64 threads correspo nding 
with 32 cores in a node running in SMT mode. The C+ + 
backend appears to allow 2 – 4 threads.)
The parallel speed-up when using the Java backend w as a 
factor of 10.5.
The parallel speed-up when using the C++ backend wa s a 
factor of 2.
The Java backend is extremely slow; the C++ version  is a lot The Java backend is extremely slow; the C++ version  is a lot 
faster, however, still too slow (both compared to e .g. the 
portable C version). Best performance 3.8 Mflop/s.
Performance is possible by linking optimized librari es e.g. 
ESSL/BLAS dgemm , however, in that case we are no longer 
looking at the X10 performance.
Node (32 cores): Rpeak = 601.6 Gflop/s; Rmax = 488 G flop/s. 
This is HPL with N = 100,000 which is completely do minated 
by dgemm …
IMHO, using the ESSL dgemm on this platform, we shou ld be 
able to reach some 488 Gflop/s in any language inclu ding X10.
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Euroben port – mod2as

Base version
for (var i:Int = 1; i <= nrows; i++) {

outvec(i) = 0.0;
for (var j:Int = rowp(i); j < rowp(i+1); j++) {

outvec(i) += matvals(j) * invec(indx(j));
}

}}
Local Activities version

const THREADS = 32;
val chunksize:Int = (nrows + THREADS - 1)/THREADS;
finish foreach ((thread) in 0..THREADS-1) {

for (var i:Int = 1 + thread * chunksize; i <= 
Math.min((thread+1) * chunksize, nrows); i++) {

(…)
}

X10 | March 2, 2010SARA Computing and Networking Services



mod2as results

Multi-threaded version using “foreach” using nrows (t he 
outvec dimension) threads results in a performance drop.
Multi-threaded version using “foreach” using 32 threa ds 
(the number of cores) instead of the outvec dimensi on 
(nrows) gives a speed-up factor of 2 (due to the th read 
overhead and the limited amount of work per thread) .
An interesting observation is that opposed to the m od2am An interesting observation is that opposed to the m od2am 
case, the Java runtime results in better execution times 
than the C++ runtime.
Using a (probably slightly re-ordered / padded) dis tributed 
sparse matrix seems well-suited for the PGAS paradi gm.
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New Compiler Releases 

Report on the Experimental Language X10 1.01
(December 8, 2006)
X10 1.5 (Java)
X10 1.7.x releases throughout 2008 – 2009 (Java & C+ +)
X10 2.0 released November 6, 2009

Java: any platform with Java 5
Single process (all places in 1 JVM)Single process (all places in 1 JVM)
C++: 
Multi-process (1 place per process)

� aix, linux, cygwin, solaris
� x86, x86_64, PowerPC, Sparc
� x10rt: APGAS runtime (binary only)

or MPI (open source)

X10 2.0.1 current version (report January 13, 2010)
Official release by the end of 2010.
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Comparing apples and oranges

IMHO measuring productivity only make sense for a 
developer that is proficient in the language at han d
(at least 2 months fulltime experience, say).
Measuring productivity requires a well-documented 
language and a mature compiler.
Measuring Lines of Code requires a proper definitio n (I just 
did a ‘wc –l’, furthermore, I more -or-less closely followed did a ‘wc –l’, furthermore, I more -or-less closely followed 
the portable C implementation).
Comparing performance requires a set of rules:

Is it allowed to use (multi-threaded) libraries?
If so, is it (for the same reasons) allowed to rewr ite some 
compute-intensive kernel(s) in Fortran or C and lin k them 
in?

Many people will probably only have a look at the 
comparison tables/graphs and will most probably shy  
away from X10 without having read the explanations.
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Conclusions

This is not meant as criticism , however, the “Experimental” in 
the title of the Version 1.7 language report: “Repor t on the 
Experimental Language X10” says all.
Update: as of Version 2.0 the language report title  reads: 
“Report on the Programming Language X10”.
Quote from the SC08 tutorial: X10 is not an “HPC” Language.
The language itself is still evolving meaning that existing code 
breaks and had/has to be changed coming from 1.5 to  1.7 and breaks and had/has to be changed coming from 1.5 to  1.7 and 
now again for 2.0.
IMHO the compiler still is a prototype implementati on.
Clearly, X10 should not yet be used for production work.
It is good to see where we are heading with HPCS/PG AS 
languages.
Having some experience, I would love to continue my  X10 
activities in PRACE 1IP!
(Going multi-node, use PGAS paradigm, using ESSL.
But most and for all: having/spending more time!)

X10 | March 2, 2010SARA Computing and Networking Services



Thank you for listening

Questions?Questions?
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