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FPGA Technology
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FPGA Technology

• Conventional CPUs contain complex electronic 

circuit that executes programs

• FPGAs are like a “blank slate”

– Large arrays of basic logic elements

– Can be configured into arbitrary digital circuit

• Originally used for prototyping electronic devices

• Now also used as computer accelerators
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FPGA Structure
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FPGA Programming

• More like hardware design than traditional programming

• Hardware description languages often used
– VHDL, Verilog
– Lowest level, high performance

• Various tools now to make FPGA development easier for 

software engineers
– Many are based on C
– e.g. Harwest, Dime-C, Impulse-C, Catapult-C
– Performance and ease of use varies widely
– Awareness of underlying hardware usually still required
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FPGA Advantages and Disadvantages

• Advantages
– Huge speed-ups (> 100x) possible with some codes
– Power consumption very good

• Disadvantages
– Can be very difficult to program
– Limited effectiveness with certain codes (memory bound, I/O bound)
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FHPCA Project
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FHPCA Project

• FPGA High Performance Computing Alliance
– See http://www.fhpca.org/

• Built the Maxwell machine

• Ported 3 demonstrator applications to it

• Developed some re-usable technology

• Originally ran from 2005-2007
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FHPCA Project Partners

• EPCC
– Hosted machine, provided software expertise

• Xilinx
– FPGA vendor

• AlphaData, Nallatech
– Board vendors

• Algotronix
– FPGA consultancy

• ISLI
– Institute for System-level Integration

• Funded by Scottish Enterprise
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Maxwell Technology

• 32 node IBM Blade cluster
– Standard Xeon CPUs and Linux OS

• 64 Xilinx Virtex-4 FPGAs
– 32 Virtex-4 LX 160s on Nallatech boards
– 32 Virtex-4 FX 100s on AlphaData boards

• FPGAs on PCI-X expansion cards
– Two per node
– Each with 512MB-1GB dedicated DDR2 

SDRAM

• Direct interconnect between FPGAs
– 8x8 mesh topology
– High speed Rocket I/O cables
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FHPCA Demonstrators

• OHM3D
– Electromagnetic modelling code used for oil and gas prospecting
– Mixed precision, matrix and vector algebra
– Domain decomposition parallelisation

• DI3D
– 3D imaging code with medical and entertainment applications
– Single precision floating point
– Simple task farm model

• Monte Carlo option pricing
– Random number generation and simple floating point calculations
– Simple task farm model



1-Mar-10 PRACE FPGA 13

FHPCA Demonstrator Results

• OHM3D
– Memory- and comms-intensive
– VHDL port by AlphaData
– 3-5x speed up over original software

• DI3D
– Memory-intensive but no comms
– Dime C port by Nallatech
– 10x speed up over original software

• Monte Carlo option pricing
– No external memory or comms used
– VHDL and Dime C ports
– 150-300x speed up over original software
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PRACE work
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PRACE work

• Ported 4 kernels from EuroBen suite to Maxwell

• Used Ylichron’s Harwest Compile Environment
– C-to-VHDL compiler

• Also ported to VHDL directly

• Evaluated performance and ease of programming
– Performance compared with original code running on a Maxwell host 

CPU (2.8GHz Xeon)
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HCE Overview

• HCE compiles C to VHDL for programming FPGAs

• Supports various FPGA devices and boards
– support for Maxwell’s hardware added by Ylichron as part of this 

project

• Works on a subset of ANSI C
– Most language features supported
– No pointers
– No double precision floating point (yet)

• Integrates with Visual Studio
– Allows easy testing of code in software before time-consuming 

bitstream generation

• HCE-specific directives aid optimisation
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mod2am kernel

• Simple double precision matrix-by-matrix multiplier

• Ported to VHDL (double precision) and HCE (single 

precision)

• Some size restrictions on VHDL port
– Only square matrices up to 1024x1024 supported

• Did not use existing matrix multiplier core
– Data size and precision not supported
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VHDL mod2am

• Initial naïve attempt used one multiplier and one adder

• Performance was very poor – need to exploit parallelism of 

device
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VHDL mod2am (2)

• Second version used fast internal block RAMs to store data, 

and used pipelined floating point unit

• Faster (~4x speed up over software) but max matrix size of 

256x256
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VHDL mod2am (3)

• Final hybrid version caches sections of source matrices in 

fast RAM

• ~3x speed of software, supports 1024x1024 matrices



1-Mar-10 PRACE FPGA 21

HCE mod2am

• Initial version used benchmark code mostly unchanged
– Simple to code – almost standard C
– But very slow (100x slower than software)

• Ylichron assisted with optimising for HCE
– Code became hardware dependent

• Similar strategy to VHDL version used
– Blocks of input matrices cached in fast RAM
– Pipelined floating point unit

• Slightly faster than VHDL version
– Also more flexible
– But only single precision
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mod2as kernel

• Simple sparse matrix-by-vector multiplication

• Ported to VHDL and HCE (both single precision)

• Memory bound, not as easy to speed up
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VHDL mod2as

• Adapted the mod2am architecture

DRAM 0
matvals

DRAM 1
indx

matvals
cache 0

matvals
cache 1

indx
cache 0

indx
cache 1

rowp

outvec

invec

FPU0

FPU1

Controller

• More complicated, due to indexing and irregular data sizes
– Relied on host CPU to deal with some of this complexity

• Lower performance due to memory bottleneck
– Only slightly faster than software
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HCE mod2as

• Again used similar strategy to mod2am port
– Caching subsections of matrix and pipelining floating point

• Difficult to optimise due to irregular data sizes
– HCE’s parallelisation directives work best on regular data

• Performance poor
– Slower than software
– Could potentially be improved
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mod2f kernel

• Double precision complex radix-4 FFT

• Ported to VHDL (single precision only)

• Did not use existing FFT core
– Data size and precision not supported

• Insufficient time to complete HCE port
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VHDL mod2f

• Simple radix-2 version was implemented
– Simpler for hardware
– Identical results to radix 4 original

• FFT “butterfly” operation implemented as a pipelined 
hardware module
– Capable of one complete “butterfly” per clock cycle

X +

-Delay

Odd input

Even input

Odd output
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Twiddle factor
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VHDL mod2f (2)

• 2 butterflies run in parallel

• Input/output data cached in fast RAM

Data
Buffer

0

Data
Buffer

1

Twiddles

Twiddles

• Up to 6x faster than software
– Fastest on 32k FFT size
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mod2h kernel

• 64-bit double precision random number generator
– Uses mainly shift and XOR operations

• Ported to VHDL (full double precision)

• Ported to HCE (64-bit integers returned to host, fixed-to-float 

conversion performed by host CPU)
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VHDL mod2h

• Very well suited to VHDL implementation
– Bit shifts are effectively free in hardware
– XORs very cheap in hardware

• Concise, elegant implementation of main transform

• Final conversion to floating point optimised
– Scaling incorporated into custom conversion module
– Conversion in a single clock cycle
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VHDL mod2h (2)

• 3 instances of RNG chained together

Output Data 
Array 0

Output Data 
Array 1

Output Data 
Array 2

Transform Transform

Convert & 
Scale

Convert & 
Scale

Convert & 
Scale

State
Variables

Transform

• Over 30x faster than software
– But copying output data back to host is potential bottleneck
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HCE mod2h

• Implementation cumbersome
– 64-bit integers not supported in HCE
– Had to manually break down into multiple 32-bit operations

• Final fixed-to-float conversion offloaded to host CPU
– No double precision support in HCE

• Multiple instances of pipelined transform, as in VHDL

• Approx. half the speed of VHDL version
– Over 15x faster than software
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EuroBen Ports Summary

6171Partial15x220 MvpsHCE mod2h

5633Yes30x450 MvpsVHDL mod2h

112119No6x2300 MFVHDL mod2f

4132NoN/A35 MFHCE mod2as

102490No1.5x620 MFVHDL mod2as

10543No6x2800 MFHCE mod2am

181252Yes4x1800 MFVHDL mod2am

Impl. Effort 

(days)

Lines of 

Code

Double 

Precision

Accel.SpeedKernel
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Power Consumption

• One of the main potential advantages of FPGAs
– No Maxwell-specific data available, but can estimate

• Info from Xilinx suggests that large Virtex-4 running a 

demanding bitstream at 200MHz will consume 2-3 watts

• Our EuroBen ports all run at < 150MHz, so assume power 

consumption < 3 watts

• HCE version of mod2am runs at nearly 3000 MFlops

• So is likely to achieve at least 1000 MFlops/watt
– Compares very favourably with conventional CPUs
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Conclusions

• Maxwell is now old technology
– Virtex 4s have 95k logic cells, 6.8Mbit block RAM. Largest Virtex 6s 

have up to 750k logic cells, 38Mbit block RAM
– Does not perform well compared to modern CPUs and GPGPUs
– Except for certain specific codes (e.g. mod2h)

• FPGAs still hard to program
– Hardware knowledge required
– Code is very hardware specific and difficult to modify
– Tools like HCE make it easier (but still harder than software)

• Performance of C-to-VHDL compilers now approaching that 

of hand-coded VHDL (for some codes)

• Power consumption of FPGAs is excellent


